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Abstract — Bike sharing systems across the United States have 
been experiencing incredible growth in recent history. Between 
2016 and 2017 alone, the number of bike share bikes present in the 
U.S. more than doubled from 42,500 bikes to 100,000 bikes [1]. As 
such, bike sharing companies have become very interested in 
attempting to better understand user bike usage so that they can 
properly market and expand their systems in the future. In this 
project, we utilize the public dataset [2] provided by the company 
Bluebikes to analyze bike sharing usage in the city of Boston. 
Bluebikes is the only station-based bike sharing system in Boston, 
and currently boasts over 1,800 bikes and more than 200 stations 
[3]. We begin by performing basic geographic visualizations of 
Bluebikes station locations to gain a sense of the presence of 
Bluebikes in Boston. We then create bike flow visualizations to 
display and examine where users most commonly travel after 
leaving particular Bluebikes stations. We proceed to incorporate 
elevation data into our analysis of travel flow, and find that, 
against predictions, changes in elevation have little impact on 
where people travel when using Bluebikes bikes. The project 
culminates with the formation and application of a linear 
regressor that uses Google points of interest, census data, and 
current Bluebikes bike station data to predict the usage of 
prospective future station locations in the greater Boston area. 
Spearman correlation coefficients are used to determine valuable 
point of interest (POI) categories to use as features for the 
regressor. The linear regressor designed predicts high usage scores 
for locations that have recently been announced for future stations 
by Bluebikes. It is theorized that this linear regressor could be used 
to predict station usage potential for bike sharing systems in cities 
other than Boston as well. 
 

Index Terms — Linear Regressor, Census Data, Google API, 
Hubway, Bluebikes, Visualizations, etc…  

I. INTRODUCTION 

HIS report was motivated by the immense increase in 
popularity of bike sharing systems within the United States. 
According to recent statistics, more than 35 million bike 

sharing trips were taken in 2017, which represents a 25% 
growth from 2016. Bike sharing companies are expanding their 
resources rapidly, and new companies are continuing to form. 
Figure 1 shows that bike sharing usage has exploded since 
2010, a trend that should continue as communities look for 
green energy alternatives to combat climate change. 
 

 
Figure 1: Bike Sharing Ridership Growth Since 2010 [1] 

 
 

As people are becoming reliant on bike sharing for daily 
commutes, weekend excursions, and exercise, it is important for 
researchers to begin exploring ways to make their expansion 
more efficient and effective. Bluebikes makes this easier for 
researchers by publishing up-to-date information on user data, 
station utilization data, and user route details [2]. This can be 
paired with census information and the Google Places API [4] 
to infer trends in what drives station usage.  
 
Using the trip history data provided by Bluebikes, we can 
search for features that can help explain station usage. The 
following sections of this paper explore through visualizations 
the information from the Bluebikes dataset and from other 
related datasets that will help inform valuable station usage 
features. The paper finishes by explaining the design and 
implementation of the linear regressor created to use these 
features for predicting the viability of future station locations. 

II. HUBWAY DATASET DESCRIPTION 
In 2012, Bluebikes, then Hubway, started a data visualization 
competition to help empower researchers to explore their 
publicly available data on users, routes, and station usage. 
Users were encouraged to utilize other APIs and datasets to 
enhance their discovery toolset. Table 1 shows the dataset 
made available by Bluebikes. The chart includes descriptions 
of parameters, and the data type they are stored as in csv files. 
Since the data visualization competition, Bluebikes continues 
to publish the newest data from their stations several times a 
year. In this project, the full dataset from the year 2017 was 
utilized, as it is the most recent set of full calendar year data.   
 

 
Table 1: Description of the Bluebikes Dataset 

III. INITIAL BLUEBIKES DATASET VISUALIZATIONS 
The overarching goal of this work is to create a linear regressor 
based on features found within the Bluebikes dataset to predict 
station usage at potential future Bluebikes station locations. The 
most obvious data that can be visualized from this Bluebikes 
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dataset are the stations themselves. Figure 2 shows the location 
of Bluebikes stations as of 2017. For this project, maps will 
often be used with overlays of data from datasets as well as to 
show the results of the linear regressor. Using maps has a low 
“lie-factor” considering the google maps API allows for precise 
placing of data by latitude and longitude coordinates. Maps also 
have a good data ink ratio. What was once an excel spreadsheet 
of station IDs and latitude and longitude coordinates is now a 
familiar picture of Boston, with markers overlaid indicating 
these stations. Adding labels such as “Boston” or even “Station 
ID” to each marker would confuse the reader as the data does 
not offer much more information than what is already displayed 
in Figure 2 below. 
 

 
Figure 2: Bluebikes Station Locations as of 2017 

IV. BIKE FLOW VISUALIZATIONS 
Using information on the routes Bluebikes’ users take, flow 
vectors were able to be created in order to visualize the 
general flow of bike traffic through Boston after originating at 
Bluebikes stations. Figures 3-5 show these bike flow 
visualizations from multiple perspectives.  

 

 
Figure 3: Bike Flow Visualization for All  
Bluebikes Station Locations as of 2017 

 
These vectors were created by sampling the dataset for “start 
stations” and “end stations.” As the data was parsed for every 
station, the computer program would count the number of trips 
made from that station to every other station in the Bluebikes 
system. To group the directionality of the destination stations 

from the origin stations, the destination stations were grouped 
into the four ordinal quadrants (one quadrant for each direction: 
northeast, northwest, southeast, and southwest). To determine 
the angle between the origin station and the destination station 
for grouping into one of these four quadrants, Equations 1-3 
below were utilized. Equation 3 is most significant, as it is the 
equation for calculating the initial bearing, 𝜃, in radians from 
one geographic location to a second geographic location. 
Equations 1 and 2 are simply derivations needed for Equation 
3. [5] 
 

Equation 1: 𝑦 = sin(Δλ) cos(ϕ.) 
Equation 2: x = cos(𝜙1) sin(𝜙.) − sin(𝜙1) cos(𝜙.)cos	(Δ𝜆) 

Equation 3: 𝜃 = atan2(y, x) 
 
Once the directions between start stations and end stations were 
determined and grouped together into the four quadrants, it was 
possible to visualize these directions as vectors on a map. The 
results of these “flow vectors” are given in Figures 3-5. Here, 
the direction of the displayed vector is the average of the 
directions between the start location and the most traveled to 
end locations in a given quadrant. For example, assume Station 
1 was the origin station and Stations 2, 3, and 4 were all in the 
Quadrant I (northeast) direction from Station 1. If the data 
showed that there were 10 trips from Station 1 to Station 2, 7 
trips from Station 1 to Station 3, and 0 trips from Station 1 to 
Station 4, then the direction of the vector displayed for 
Quadrant I would be the average of the direction from Station 1 
to Station 2 and the direction from Station 1 to Station 3. As no 
trips were made from Station 1 to Station 4, this direction is not 
included in the flow representation. Additionally, the length of 
the vector shown for a given quadrant in the visualization is 
proportional to the total number of trips made to that quadrant. 
Thus, if 20 trips were made from Station 1 to Quadrant I and 10 
trips were made from Station 1 to Quadrant II, the length of the 
Quadrant I vector from Station 1 would be double the length of 
the Quadrant II vector from Station 1. All four quadrant 
directions from each station location have corresponding flow 
vectors calculated. If no trips were made in that quadrant 
direction, then no flow vector is added to the map. 
 

 
Figure 4: Bike Flow Visualization for Bluebikes Station 
Locations in Boston’s Downtown and Seaport Districts 

 



These flow vectors help visualize where users in a given area 
take their bikes. Figure 4 from above demonstrates that people 
still rely on Blue Bikes to take them back out of downtown, 
either after their workday or their excursion into the city. 
 

 
Figure 5: Bike Flow Visualization for  
Bluebikes Station Locations Around  

Northeastern University and Boston University  
 

Figure 5 reinforces an intuitive assumption made that a lot of 
users of Bluebikes are students. The Boston University area 
shows flow from Allston housing to Boston University 
campus while bikes from Fenway also make their way north. 
Northeastern campus still sends its fair share of bikes towards 
downtown, but it is assumed that this fact is due to the number 
of students on Northeastern University’s campus using 
Bluebikes to commute to a co-op. 

V. STATION DENSITY AND ELEVATION DATA 
VISUALIZATIONS 

One factor that is important to note when determining what 
makes a good location for a new Bluebikes station is 
understanding where their present stations are installed. 
Figure 2 above showed the viewer where all of the stations in 
Boston are. Similarly, Figure 6 shows a density representation 
of these stations over the city of Boston. The darker purple 
shading represents areas with more densely packed stations. 
 

 
Figure 6: Density Representation of Bluebikes Stations 

 
From this density it can be inferred that there is not an even 
dispersal of stations across the greater Boston area. One might 
expect there to be equal amounts between downtown and outer 
Boston. However, when one considers Figures 3-5, we’re 
reminded that the majority of people traveling into Boston go 
towards downtown, so it makes sense Bluebikes would need 
more stations to facilitate the inward flow into the city. This 

shows that the linear regressor should rely on Google points of 
interest within a certain radius when predicting station usage 
for prospective stations. It is not enough to simply estimate the 
number of users living in an area around any potential stations. 
Otherwise, bike sharing companies would only build stations 
in the suburbs or around schools. 
It was considered early on in the research project that the 
change of elevation experienced over the course of a user’s 
ride would influence their destination. It was hypothesized that 
users would be less inclined to bike up hill, and as such would 
adjust their destinations accordingly. To explore this idea, 
elevation data for each station was visualized in Figure 7. This 
graph shows all the Bluebikes stations, and the darker green 
shading implies higher elevation. Fort Hill and Beacon Hill 
can be seen in addition to the general increase in elevation 
within Harvard and Allston compared to the Fenway area. 
 

 
Figure 7: Boston Elevation Data Overlaid with  

Bluebikes Station Locations 
 

While it was thought that elevation data would be an 
important factor in determining a good location for a 
Bluebikes station, Figure 8 shows that when the data is 
sampled and the distribution of changes in elevation during 
user rides is visualized, the graph indicates that median change 
in elevation is exactly zero. Furthermore, the distribution is 
equal across all the various elevation changes possible.  
 

 
Figure 8: Distribution of Change in Elevation During Rides 

(All Users) 



 
Not ready to give up on this possible feature that was readily 
available, subcategories of user were looked at to determine if 
the same trend was present or if specific user types avoided 
biking uphill. Unfortunately, no user type follows the 
hypothesized trend. Even more interesting, though, is the fact 
that while the median change in elevation for one-time users is 
zero just like the other groups, this user type trends uphill with 
respect to its outliers. It is thought this observation can be 
explained by the fact that tourists following the Freedom Trail 
end on Bunker Hill after starting at a lower elevation. This is 
the opposite of the hypothesis made at the start of the 
experimentation. 
 

 
Figure 9: Distribution of Change in Elevation During Rides 

(Subcategorized by User Type) 

VI. CREATION OF THE STATION LOCATION PREDICTOR 
LINEAR REGRESSOR  

As mentioned previously, the end goal of this project was to 
create a station location predictor that would be capable of 
predicting the viability of a new station location. Given a 
geographic location, it was desired that the location predictor 
would be able to give a score to that location indicating whether 
it might be a suitable place for a new bike station or not. To 
build this predictor, it was determined that a linear regression 
would be appropriate. Given a set of pertinent quantitative 
features for existing station locations, the linear regressor would 
be able to determine a mathematical, linear relationship 
between the feature quantities and the station usage quantity. 
For the purposes of this project, “station usage” is defined as 
the total number of trips made to and from a given station over 
a specified period of time (here, one month). Thus, knowing 
that we would use a linear regressor and that our “score” 
parameter would be defined as overall station usage, we simply 
had to decide what quantitative features would be appropriate 
for the regressor. Following the previous analyses of station 
locations, bike flow, and elevation data (as well as additional 
inference and research), it was decided that Google points of 
interest and census data would be utilized as features. More 
specifically, one set of features would be the number of relevant 
Google points of interest in a given radius around a certain 
location (in this study, a 250 meter radius was used nominally) 
and another set of features would be the median household 
income, median age, and total population of the census tract 

(area) the location was contained in. Thus, an overview of the 
linear regressor’s input (parameters) and output (score) settings 
can be summarized in Table 2 below.   

 
Table 2: High Level Overview of Linear Regressor Inputs 

(Parameters) and Output (Score) 
 
After deciding to utilize Google points of interest and census 
data as features for the linear regressor, it was next important to 
filter which specific Google point of interest types would be 
suitable for use in the regressor. While all point of interest types 
could have been utilized, it is recognized that many types (such 
as cemeteries and insurance agencies) pulled by the Google 
Places API are intuitively unrelated to the placement of a bike 
sharing station. Therefore, including these irrelevant points of 
interest could make the linear regressor less accurate, and 
would also slow down the regressor’s performance. Rather than 
simply filtering out which point of interest types seemed 
irrelevant manually, we decided to utilize a much more 
objective method proposed by [6] that would allow us to learn 
which points of interest were relevant from the data itself. This 
method involved first pulling the number of every point of 
interest type within a certain radius around each current 
Bluebikes station. Next, these quantities were converted into 
ranked variables, where the highest ranked variable (Rank 1) 
would be the point of interest type with the highest quantity of 
places in the specified radius around the given station location 
and the lowest ranked variable would be the point of interest 
type with the lowest quantity of places in the specified radius. 
The station usages for each station location would also be 
converted to ranked variables according to this method. Once 
these ranked variables were created, the Spearman correlation 
coefficient could be calculated for each point of interest type. 
This correlation coefficient would represent the correlation 
between the rank of a given point of interest type and the rank 
of the station usage for every station. Thus, the correlation 
would allow us to determine which point of interest types were 
more relevant in determining station usage. The equation for 
calculating the Spearman correlation coefficient is given by 
Equation 4 below. Here, 𝜌 represents the Spearman correlation 
coefficient, 𝑥< is the rank of the station usage for a given station, 
𝑦< is the rank of the analyzed point of interest type at the given 
station, �̅� is the average station usage rank, and 𝑦> is the average 
point of interest type rank. [7] 
 

Equation 4: 𝜌 = 	 ∑ (@AB@̅)(CABC>)	
A

D∑ (@AB@̅)E	
A ∑ (CABC>)E	

A

 

      
Using this methodology, Spearman correlation coefficients 
were calculated for all point of interest types pulled by the 
Google Places API. Table 3 below shows the Spearman 



correlation coefficient results for the 10 point of interest types 
with the highest correlation coefficient values.   
 

 
Table 3: Spearman Correlation Coefficients for the 10 point of 

interest types with the highest correlation coefficient values  
 
Thus, these point of interest types were determined to be most 
correlated with bike station usage. Many of the results make 
great sense. For example, the fact that locations of “Schools and 
Universities” are most correlated with whether a bike station 
will experience much usage or not is highly explainable for a 
city like Boston where students attending the multitude of 
colleges present certainly make up a large portion of the 
Bluebikes user base. The fact that “Public Parking Lots and 
Garages” is highly correlated is also explainable, as parking 
garages are often located near restaurants or shopping areas and 
usually contain enough extra space for the convenient 
installation of a bike station. Perhaps it is surprising to see 
something like “Night Clubs” on the list, but with a city the size 
of Boston this type of noise is to be expected. For example, at 
any given time a person in downtown Boston is certainly only 
a few blocks away from some form of nightclub. That does not 
necessarily imply that people are using their Bluebikes’ 
subscription to travel to a night club. The validity of these 
Spearman correlation coefficient values was further bolstered 
by comparison to the results of the similar work performed by 
[6]. Here, the top 10 Spearman correlation coefficients found 
for the Washington D.C. bike sharing program ranged from 
0.25 to 0.53 [6]. As the coefficient values obtained here are in 
a similar range, it is concluded that these point of interest types 
will be relevant features for the station usage linear regressor.  
  
As the study performed by [6] utilized census median 
household income and median age data to build a successful 
linear regressor for a bike sharing station usage predictor for 
Washington D.C., these features were deemed inherently 
important to use in our study’s linear regressor. We chose to use 
census total population data as an additional feature as the data 
was easily accessible and seemed related to our task as well. 
Our usage of census data was further validated by Bluebikes’ 
strong encouragement for the usage of census data to analyze 
their dataset in the previously mentioned 2012 data 
visualization competition.  
 
Once the linear regressor features were decided, they were 
measured at each station and brought together to act as the 
training data for the linear regressor. The implementation of 

the linear regressor was performed in python using the sklearn 
library [8]. Thus, the overall implementation steps of the linear 
regressor can be summarized as follows…  
 

1. Get training data for Bluebikes station locations 
2. Calculate bike usage for each station (total trips to a 

station plus total trips from a station) 
3. Pull all Google points of interest within certain radius 

of each station 
4. Rank points of interest based on Spearman 

correlation coefficient to determine reduced point of 
interest set 

5. Pull census data (median household income, median 
age, and total population) for census tract each station 
is in 

6. Build a linear regressor from data (using sklearn 
package)  

7. Use regressor to predict station usage for new 
geographic location 

VII. STATION LOCATION PREDICTOR RESULTS  
After training the linear regressor, it was possible to test it on a 
small set of test data. We determined that three test points 
would be appropriate. The first would be the geographic 
location of a Bluebikes station that is planned to be added to 
the system in 2019 (Bluebikes recently published the locations 
for their upcoming new station locations). We would expect 
that this location should have a high predicted station usage 
according to our linear regressor, as it was determined to be a 
good location for a new station by Bluebikes themselves. The 
second point would be a geographic location in an area of the 
city that does not experience much people traffic. Thus, an 
area in South Boston by the water was deemed appropriate. 
The third location would be the location of the home of one of 
the researchers in this study (located on Mission Hill). The 
goal with using this location was that it was deemed to be a 
“wildcard” location. It could score high on the regressor as it 
is near a few universities, however it could also score low as it 
is not near many other points of interest and thus does not 
experience much traffic compared with the rest of the city. 
The results of running the linear regressor for these geographic 
locations are compiled into Figure 10 below.   
 

 
Figure 10: Results of Running the Station Location Predictor 

Linear Regressor at Three Test Locations 



To put the station usage predictions given in Figure 10 into 
perspective, it is worth noting that the median station usage 
value for the Bluebikes stations in 2017 was 85 trips. As 
Figure 10 displays, the Mission Hill test location (the red 
point) received the highest station usage score, with a value of 
about 254 trips. This value is almost three times the median 
Bluebikes station usage in 2017, and thus represents a very 
high score. Although this test location was deemed the 
“wildcard” location in our testing, it makes sense that it scored 
so high as we deemed though our Spearman correlation 
coefficient calculations that the locations of “Schools and 
Universities” were most correlated with the usage of bike 
stations. As the Mission Hill location is very close to multiple 
colleges, it is very reasonable that it would have a high station 
usage. The location where a new Bluebikes station is set to be 
installed in 2019 (the grey point) scored the next highest 
according to the predictor regressor, with a value of about 182 
trips. Compared to the median usage of 85 trips, it can be seen 
that this score is also fairly high. Thus, it was confirmed that 
the location where the new station is set to be installed is in 
fact a good location for a bike station according to the 
regressor. Finally, as expected, the location with the lowest 
score was the South Boston location. This location was given 
a predicted station usage score of approximately 56 trips by 
the linear regressor, which is about two-thirds of the median 
station usage. Such a result was expected, as this location was 
intentionally picked as a poor location due to its lack of people 
traffic and relevant points of interest. While people do still 
bike to this part of the city, most young people (who make up 
a large portion of the Bluebikes user base) would continue 
further east from this point to reach the beaches that are 
further east. In fact, Bluebikes already has a station that is due 
east of the chosen South Boston location. However, as there is 
not much reason for people to bike to this specific location in 
South Boston, it makes sense that it scored poorly according to 
our linear regressor. Thus, our results here allow us to 
conclude that our station location predictor linear regressor is 
capable of accurately predicting whether an input geographic 
location would be a good place for a bike sharing bike station 
or not.  

VIII. CONCLUSION 
This paper set out hoping to visualize and analyze the 
Bluebikes dataset for the primary purpose of learning how the 
Bluebikes bike sharing program is currently being utilized in 
Boston. Such information would be very important for a 
company like Bluebikes to know as they attempt to market 
their program further, meet the current usage demand patterns, 
and expand their system further in the future.  
 
To visualize the data, maps were used in excess because of 
their high data-ink ratio and relatively low lie factor. Consider 
that in the most basic example, latitude and longitude 
coordinates can be visualized through a marker placed onto a 
map, without any reference to the numbers corresponding to 
that geolocation or the station ID number. 
 
Bike flow helped visualize route data in such a way that when 
combined with other data, like station data, correlations could 
be witnessed between graph edges, schools, and other points 
of interest. This visualization confirmed intuitive assumptions 
about who makes up a plurality of users – students – and what 
drives station usage – points of interest around the station and 
not just estimated user population. 

Elevation data was explored as a possible feature that people 
might consider when utilizing Bluebikes bikes. However, after 
visualizing the data it is plainly seen that there is no 
correlation in elevation differences between start and end 
stations. 
 
Finally, we determined that points of interest around stations 
along with median incomes, population totals, and median 
ages from census data are enough features to design a simple 
yet powerful linear regression model for predicting station 
usage for prospective Bluebikes station locations. We also 
proved that the Spearman correlation coefficient can be used 
to effectively rank which points of interest are significant in 
determining where a bike station should be placed, as was also 
proved in [6]. The main future work for this study would be to 
apply the station location predictor created here to locations in 
another city to determine where valid bike sharing station 
locations would be in that city. Similarly, the predictor could 
be applied to locations further outside of the greater Boston 
area to determine whether Bluebikes should consider 
expanding to these locations or not.  
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